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WHITE PAPER 

Introduction 

As digital transformation continues, new and innovative technologies are needed to meet the increasing demand for a wide 

range of workloads. The most performant, flexible, and secure servers with new CPUs are needed whether systems are deployed 

on-premises or in a shared cloud environment. Supermicro's wide range of servers and storage systems continue to satisfy the 

demands of leading organizations and are now available with the 5th  Gen Intel Xeon processors. 

The continuing increase in the performance per watt of the latest generations of Intel CPUs allows for more services and a 

reduction in execution time for a wide range of use cases and applications. With an increased reliance on many applications 

that did not exist a few years ago, enterprises continue to require new servers to meet the Service Level Agreements (SLAs) that 

their employees and customers demand. In addition, data analytics and high-performance computing applications can 

continue to deliver results in a short time. The business benefits of new generations of servers based on the latest CPUs cannot 
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be underestimated. Faster and more secure computing can result in lower OPEX and increased customer satisfaction and 

employee productivity. 

As the amount of data grows, much of the new data will be generated at the "edge" of the network, which will require new form 

factors for servers and the latest software to enable intelligent decisions to be made close to where the data is generated. Using 

AI technologies at the edge may require servers that can operate in environments that are not climate controlled. Servers 

containing the latest CPUs that live at the edge require careful design to allow heat dissipation in non-data center environments. 

The continuum of computing from the edge to the data center requires a range of systems that can securely manage data, 

perform analytics, and determine what data needs to be transmitted back to more extensive facilities. 

While core counts and GHz increase generation to generation, a system's overall performance depends on several factors, 

including communication speeds from the CPU to the peripherals, the performance of the memory system to the CPU, 

specialized configurations of memory, and innovative software and hardware to enable large memory applications. These 

technologies are designed to be included in the offerings from Supermicro and are discussed below.  

Supermicro X13 Advantage 

Supermicro can bring a wide range of products to market faster because of the Supermicro Building Block Solutions® 

approach. In addition, the resulting server product families can be designed for specific workloads, lowering customers' TCO. 

Complete Rack-Scale Solutions: 

• Full design, integration, validation, and testing services for rack-scale and multi-rack clusters 

• Complete rack-scale liquid cooling solutions developed by Supermicro 

• Global manufacturing capacity of thousands of racks per month 

• Full rack lead times in weeks, not months 

Performance and Energy Optimized: 

• Enhanced thermal capacity to support the highest performing CPUs and GPUs 

• Optimized to run in high temperature data center environments up to 40° C. 

• In house design of Titanium Level power supplies for maximum efficiency 

Improved Security and Manageability: 

• Industry standard compliance for hardware and silicon Root of Trust (RoT) 

• Cryptographical attestation of components throughout the entire supply chain 

• Comprehensive remote management capabilities and Supermicro software 

Open Industry Standards 

• The latest industry technologies, including PCIe 5.0, DDR5, and CXL 

• Open Compute Project (OCP) standards, including OCP 3.0, OAM, ORV2, and OSF, and OpenBMC 

• EDSFF E3.S and E1.S storage form factors 
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In addition, Supermicro servers are designed to reduce power consumption and, at rack scale, can be deployed in less time. 

 

Image 1 - Supermicro Advantages 

The new Supermicro X13 servers are designed to reduce power usage while delivering maximum performance. In addition, 

Supermicro provides complete and ready-to-use racks of systems, resulting in a faster time for a customer to be productive. 

• Resource-Saving Architecture: Supermicro servers, specifically the Supermicro BigTwin®, the Supermicro 

GrandTwin®, and the Supermicro SuperBlade®, are designed to share components, specifically the power supplies and 

the fans. Sharing these components by multiple servers reduces the power needed for the enclosure while maintaining 

the required performance. 

• Rack-Scale Plug and Play: Supermicro factories deliver fully functioning racks to customers with L12 integration. By 

testing both hardware and software at the cluster level, end users can plug into power, connect to the network, and 

are ready to go. Simply put, Plug and Play. 

• Flexible Cooling Options: Supermicro X13 servers can be cooled in various ways. Whether traditional (CRAC), free-air, 

or liquid cooling, many Supermicro servers are designed to run with high inlet temperatures, up to 40° C. This design 

feature can reduce the need for CRAC systems, reducing the data center PUE and thus reducing OPEX. 

Supermicro designs and manufactures a wide range of servers and storage systems deployed from the Edge to hyperscale data 

centers. Different form factors with varying amounts of CPUs, memory capacity, storage types, capacity, and environmental 

considerations are engineered and delivered by Supermicro. The key to offering many different systems is an advanced 

engineering design process and teaming up with leading-edge CPU manufacturers, such as Intel. 

Using a Building Block design methodology, a wide range of systems can be quickly engineered to deliver optimized products 

for different workloads. These building blocks are then combined or slightly modified for different form factor designs, higher 

airflow mechanical enclosures, or for more I/O capability. 
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As CPUs run faster, with more cores, more heat is generated. Supermicro designs systems that efficiently remove this heat, 

lowering cooling costs and allowing CPUs to run up to their maximum thermal design power (TDP). 

In this white paper, we look in-depth at Supermicro's latest X13 portfolio of servers and storage systems and how these systems 

help organizations thrive in today's digital landscape. 

Wide Range of Application Optimized Products for Varying Workloads 

Supermicro's customers span many industries, with some common objectives: 

 

• Ability to meet Service Level Agreements (SLAs) – Whether servicing employees or end-user customers, the CPU and 

I/O systems' responses are expected to fall within a specific time range. 

• Provide new services to customers – As customers demand new services, which may run partially on edge devices as 

"apps," organizations must set up the back-end infrastructure to handle and respond to more data and processing than 

ever before. 

• Reduce costs with more powerful systems – Some workloads do not increase at the same rate as new processors' 

computational and I/O power. Therefore, new CPUs allow them to reduce costs by assigning more work to lesser 

systems for these organizations. 

• Enable new insights – By taking advantage of the latest CPU designs, scientists, engineers, and data analytics 

professionals can gain new insights and simulate physical systems more accurately. 

Various workloads are all addressed by the Supermicro X13 servers and storage systems. These include: 

• Artificial Intelligence (AI) – Systems with fast CPUs and associated GPU sub-systems are required for the growing AI 

use cases. Supermicro X13 servers are available in a number of configurations, from tightly integrated servers with 8 

GPUs to systems with up to 10 GPUs in a 4U rack height. They excel at AI applications, enabling faster training and 

inference applications. In addition, Supermicro designs servers specifically to accommodate many GPUs for maximum 

AI application performance. 

• Cloud – Designing and implementing a cloud solution requires a wide range of optimized products for different 

workloads, not just for environments where the price-performance of the compute aspect is most important. Storage 

and networking are also critical for a productive and cost-effective cloud data center. 

• 5G/Telco – The rapid development and installation of 5G networks drive demand for fast CPUs that are resilient to the 

environment. Systems need to be efficiently cooled while performing full analytics. The new X13 lineup provides 

significantly more computing power per watt with reduced cooling requirements. 

• High-Performance Computing (HPC) – HPC systems are used by more than university and national lab researchers. 

Enterprises integrate HPC systems into everyday workflows to bring products to market faster or discover new vaccines 

and drugs. HPC systems require fast cores, large amounts of memory, and fast networking between systems. 

• Big-Data Analysis – As the volume of data generated everywhere explodes, the systems must access, analyze, and 

present structured and unstructured data to the user. These tasks require holding an increasing amount of data in 

memory, fast computation, and quick data communication to GPUs if needed. 

• Streaming and Content Delivery – New services deliver video to end users in real-time, both within corporate 

environments and from data centers to the Edge. The X13 systems, with the new fast CPUs and communication 

channels from storage devices, are well suited to this task. 
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• Virtualization – With many enterprises utilizing virtualization technologies for higher utilization from existing servers, 

the new X13 servers, with the 5th and 4th Gen Intel Xeon Scalable processors, allow for higher-powered virtualization 

machines, as more cores are available and faster CPUs. 

• Enterprise – Typical enterprise workloads will benefit from the new X13 systems with increased performance and 

reduced costs. In addition, existing workloads will execute faster, using less power than previous generations of 

Supermicro servers. 

 

5th and 4th Gen Intel Xeon Processor Generation over Generation Benchmarks 

Supermicro servers that use the 5th Gen Intel Xeon processor have demonstrated significant performance gains compared to 

2nd and 3rd Gen Intel Xeon processors. Users can expect a 17% increase in general compute performance and up to a 24%  

increase per watt for floating point intensive workloads. 

Compute Benchmarks -  Standard Performance Evaluation Corporation (SPEC) maintains a number of real world benchmarks 

and manages the reporting of the results from its members. The benchmarks are separated into two groups: the ones that are 

integer only and a set that is heavily floating point intensive. In addition, there are two measurements for each suite, base and 

peak. Additionally, the benchmarks can be run to test the speed of a specific CPU or the rate (a number of copies of the 

benchmark are run simultaneously). 

Looking at several of these benchmarks over time indicates the system performance with each new generation of CPUs. 
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AI Benchmarks - In artificial intelligence, generative AI has become an indispensable component of daily life. The introduction 

of BERT (Bidirectional Encoder Representations from Transformers) Large has significantly propelled Natural Language 

Processing (NLP) into a new era, delivering substantial performance enhancements in large-scale language processing tasks. 

With the unveiling of the Supermicro X13 with 5th Gen Intel Xeon processors, we are pleased to present a groundbreaking 

solution that attains a remarkable 67% performance improvement in a generation-over-generation (4th Gen Intel Xeon 

processors vs. 5th Gen Intel Xeon processors) comparison, particularly evident in the BERT Large benchmark. 

The new Supermicro X13 servers with 5th Gen Intel Xeon processors facilitate the execution of the Language Model (LLM), 

which has been meticulously trained on an extensive dataset comprising both text and code. This robust tool proves versatile 

in addressing a myriad of applications, exemplifying its prowess in the following domains: 

• Natural Language Processing (NLP): Leveraging BERT Large, the system excels in text classification, sentiment analysis, and 

question answering. 

• Machine Translation: The Supermicro X13 with 5th Gen Intel Xeon processors demonstrates its proficiency by seamlessly 

translating text from one language to another. 

• Text Summarization: BERT Large is harnessed to efficiently summarize text, enhancing overall comprehension. 

• Chatbots: The system's utilization of BERT Large extends to creating advanced chatbots capable of engaging in meaningful 

conversations with humans. 

The Supermicro X13 with 5th Gen Intel Xeon processors is a testament to Supermicro's commitment to delivering cutting-edge 

technology, exemplifying unparalleled performance and versatility in the ever-evolving landscape of generative AI. 

For Artificial Intelligence benchmarks, one of the best-known is the BERT Large. In the example below, using the 5th Gen Intel 

Xeon processors (Intel 8568Y+) shows a 67% improvement compared to using the 4th Gen Intel  8460Y+ CPU. 
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How 5th and 4th Gen Intel Xeon Processors Enhance Workloads and Highlights 
 

 

 

 

 

 

 

While increasing the performance of computing systems continues over time with Intel's innovations, different workloads 

require this new performance, while other workloads benefit from the lower cost per unit of work. For example, while the 

performance of CPUs increases, typical Enterprise workloads (HR, ERP, Inventory Control, etc.) mainly do not require the 

performance gains from generation to generation but rather benefit from assigning more work to a given CPU. New Enterprise 

workloads, such as analytics, video conferencing, and application delivery, require performance improvements to take 

advantage of the new 5th and 4th  Gen Intel Xeon Scalable processors' new performance levels. HPC and AI require both increased 

core numbers, increased GHz, and parallelization and networking outside of the system itself.  

In addition to the new technologies that the 3rd Gen Intel Xeon Scalable processors introduced, the 5th Gen Intel Xeon Scalable 

processors include: 

 

• 129% More cores: Maximum of 64 cores compared to 28 cores in the 2nd Gen Intel Xeon Scalable processors 

• Faster communication: PCIe 5.0 is up to 4X faster and uses more lanes than the maximum PCIe available in previous 

Intel CPU generations. 

• Memory performance: The new Intel processors can utilize DDR5-5600 MHz memory, up to 110% faster than previous 

generations. 

• Faster communication between CPUs: More and faster Ultra Path Interconnects are available with the 5th Gen Intel 

Xeon Scalable processor than the 3rd Gen Intel Xeon Scalable processors 

• Accelerators built into the CPU that speed up specific workloads: 

5TH AND 4TH GEN INTEL XEON SCALABLE PROCESSOR DESCRIPTION 

The 5th/4th Gen Intel® Xeon® Scalable processors designed to accelerate performance across the fastest-growing workloads that 

businesses depend on today.  Built-in accelerators improve performance across AI, data analytics, networking, storage, and HPC. By 

making the best use of CPU core resources, built-in accelerators can result in more efficient utilization and power efficiency advantages, 

helping businesses achieve their sustainability goals. 5th and 4th Gen Intel Xeon processors have advanced, hardware-enabled security 

technologies to help protect data while unlocking new opportunities for business collaboration and insights. No matter the deployment 

path, these processors enable solutions that help businesses scale infrastructure and achieve value fast.  
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o Intel® Advanced Matrix Extensions (Intel® AMX) – Up to 8X performance increase in matrix multiply 

microbenchmarks 

o Intel® Data Streaming Accelerator (Intel® DSA)– up to 2.5X improvement in data movement performance 

o Intel® QuickAssist Technology (Intel® QAT) – up to 98% core workload capacity for encryption and related 

workloads 

o Intel® vRAN Boost – Reduces vRAN power consumption by up to 20% 

o Intel® Dynamic Load Balancer (Intel® DLB) – Improve the system performance related to handling network data 

on multi-core Intel® Xeon® Scalable processors.  

o Intel In-Memory Analytics Accelerator (Intel® IAA) - Faster queries and resource utilization for more efficient 

business decision making 

 

There are several advantages to using the 5th  and 4th Gen Intel Xeon processors for different workloads with different models 

for various workloads. Below is a table that describes the Models and the Advantages of the optimized CPUs. 

 

Supermicro X13 Server Product Family Overview 

The Supermicro product family contains over 200 servers and storage systems designed for customer workloads. All take 

advantage of the new features and capabilities of the 5th and 4th Gen Intel Xeon processors. 

 

 
Image 2 - Supermicro Lineup of X13 Servers 

The Supermicro product line can be segmented into the following product families. 

GPU Family – The Supermicro GPU family of servers excels at HPC and AI applications. Systems have been designed to house 

multiple GPUs in a single server so applications can process data at tremendous rates. While many Supermicro server lines can 

accommodate one or two GPUs, the GPU family extends the quantity of GPUs in a single server up to 10 in a 4U form factor. The 

GPU family of servers can house multiple GPUs and is designed so that GPUs can efficiently communicate with each other, 

allowing GPU systems to bypass internal communication paths for faster results. The GPU systems can also address the 
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maximum memory that the 5th and 4th Gen Intel Xeon Scalable processors can use, up to 4TB per socket. The 5th and 4th Gen 

Intel® Xeon® Scalable processors have up to 80 lanes of PCIe 5.0—ideal for fast networking, high-bandwidth accelerators, and 

high-performance storage devices. PCIe 5.0 doubles the I/O bandwidth from PCIe 4.0, maintains backward compatibility, and 

provides foundational slots for Compute Express Link (CXL).  

a. Universal GPU Servers – Designed with a build block approach, these servers are optimized to house the 

latest GPUs from NVIDIA, Intel, and AMD. These systems, available in 8U, 5U, and 4U models, contain dual 5th 

or 4th Gen Intel Xeon CPUs for maximum performance. These systems contain up to 8 GPUs mounted on an 

OAM or custom baseboard and are ideal for high end AI and Machine Learning. 

Common workloads include: 

AI/ML • Deep Learning Training and Inference • High-performance Computing (HPC) • Building Block for 

Scalable AI Infrastructure 

For the Supermicro GPU systems, all of the new features of the 4th Gen Intel Xeon Scalable processors will help 

high-end applications perform better and return faster with the latest GPU systems from Supermicro. More 

and faster cores, higher bandwidth to the GPUs and other devices, and the ability to address vast amounts of 

memory are exactly what large HPC and AI applications demand. 

b. GPU Servers with PCIe GPUs– The GPU systems that attach the GPU accelerators via the PCIe bus are ideal 

for environments that require multiple GPUs that perform their work with direct commands from the CPU. 

HPC and AI/ML environments will benefit significantly from the  5th or 4th Gen Intel Xeon processors. Various 

platforms can accommodate from one to 10 GPUs. 

Common workloads include: 

AI/ML • Deep Learning Training and Inference • High-performance Computing (HPC) • Rendering Platform for 

High-end Professional Graphics • Best-in-Class VDI Infrastructure Platform 

Image 3 - Supermicro X13 Universal GPU 
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GPU Systems with PCIe will benefit significantly from the PCIe 5.0 communications bus, the increased 

number of cores, and up to 6TB of memory per CPU for large applications. 

Supermicro SuperBlade – SuperBlade is an ideal system for the most demanding workloads, with the support of the highest 

performance CPUs and the fastest networking available today. SuperBlade supports one or two CPUs and up to four GPU 

accelerators or PCIe cards. Supermicro's high-performance, density-optimized, and energy-efficient X13 SuperBlade can 

significantly reduce many organizations' initial capital and operational expenses. It utilizes shared, redundant components, 

including cooling fans, switches or pass-through modules, power supplies, and integrated system management,  to deliver the 

compute performance of an entire server rack in a much smaller physical footprint. These systems support GPU-enabled blades 

and are optimized for AI/ML/DL, HPC, Cloud, EDA, Virtualization, and Health and Financial Services. In addition, SuperBlade is 

available in two form factors. 

• 8U SuperBlade can support up to 20 single-width nodes or 10 double-width nodes and delivers high performance with 

advanced networking up to 400Gb NDR InfiniBand or 400Gb Ethernet. 

• 6U SuperBlade can support 10 single-width or five double-width nodes and 32 DIMM slots per node of DDR5-4800 MHz 

memory in a high-performance, dense infrastructure. The single-socket blades can support up to four GPUs for 

workload acceleration. 

 

Image 4 - Supermicro X13 GPU Server w/PCIe GPUs 

Image 5 - SuperBlade X13 8U Enclosure Image 6 - SuperBlade X13 6U Enclosure 
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A significant advantage of the SuperBlade is that cooling fans and power supplies are shared among the server blades, which 

reduces power consumption compared to individual rackmount servers with their own non-sharable fans and power supplies. 

The SuperBlade also offers both air and liquid cooling solutions to support dual 5th and 4th Gen Intel Xeon Scalable processors 

up to 350W TDP. Many of the 5th and 4th Gen Intel Xeon Scalable processor's new features will benefit all users of the 

Superblade. For example, the increased core count, performance, and amount of directly addressable memory with increased 

speed (up by 50%) are extremely valuable for workloads running on the SuperBlade. Also, support for PCIe 5.0 allows for faster 

communication with GPUs and external networking that are installed on the blades. 

Common workloads for Supermicro X13 SuperBlade systems include: 

AI/ML/DL • HPC • Hybrid Cloud • EDA • Virtualization • Health • Financial Services 

 

 

 

 

 

 

 

Twin Family – The Supermicro Twin product line comprises innovative systems that put multiple independent servers within 

the same enclosure. This lowers operating expenses by allowing the use of shared resources, such as the 2U enclosure, heavy-

duty fans, backplane, and N+1 power supplies. Within the Twin product line are three product families: 

a. GrandTwin® - The Supermicro GrandTwin is an all-new architecture purpose-built for single-processor 

performance. The design maximizes computing memory and efficiency to deliver maximum density. Powered 

by 5th and 4th Gen Intel® Xeon® Scalable processors, GrandTwin's flexible modular design can be easily 

adapted for a wide range of applications, with the ability to add or remove components as required, reducing 

cost. For front configurations, all I/O and node trays are fully accessible from the cold aisle, simplifying 

installation and servicing in space-constrained environments. In addition, flexible storage and networking 

options are available via front AIOM modules, allowing countless custom configurations. 

Image 7 - Supermicro X13 

6U 1 Socket SuperBlade 
Image 8 - Supermicro X13 
8U 2 Socket SuperBlade 

Image 9 - Supermicro X13 
6U 2 Socket SuperBlade 
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Common workloads for the Supermicro X13 GrandTwin family include: Virtualization • Cloud Hosting and 

Content Delivery • Hyperscale / Hyperconverged 
 

Image 10 - Supermicro GrandTwin® 

b. BigTwin® – The BigTwin is a 2U design containing two or four server nodes, with each server accommodating 

up to 2 CPUs and up to 6TB of DRAM in each node. BigTwin systems are designed to accommodate a wide 

variety of storage options and flexible networking options with AIOM, offering a superset of OCP 3.0 features 

and performance. 

Common workloads for the Supermicro X13 BigTwin family include: 

Diskless HPC • All-Flash HCI • Hybrid Cloud • All-Flash NVMe Storage • High-Performance File Systems • 

Software-Defined Storage  

c. FatTwin® – The FatTwin product comes in either four or eight nodes, with up to 16 DIMM slots. Each node can 

support 1 CPU and has versatile networking and storage options. FatTwin nodes are front-accessible, 

accommodating cold-aisle serviceability environments and increased ease of use. Because of FatTwin's 

shared component design, energy savings are quickly realized, and each node can be configured with a range 

of hot-swappable storage devices. The Supermicro FatTwin® systems will benefit from the new 4th Gen Intel 

Image 11 - Supermicro BigTwin® w/2 Nodes Image 12 - Supermicro BigTwin® w/4 Nodes 
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Xeon Scalable processor features such as increased memory addressability, PCIe 5.0 communication speeds 

and lanes, and increased cores. With the ability to take advantage of FatTwin's modularity to support Smart 

NICs and other networking options to take advantage of the increased PCI-Lanes available in the 4th Gen Intel 

Xeon Scalable processor architecture. In addition, FatTwin is a battle-tested platform deployed worldwide in 

various use cases from the Edge to HPC. The new FatTwin X13 provides a seamless upgrade for these 

deployments with little operational risk in the upgrade process. 

 

Common workloads for the Supermicro X13 FatTwin family include: 

 

Data Center Infrastructure • Hyperscale / Hyperconverged • Cloud optimized servers • Data Center Enterprise 

Application • Scale-out of Storage Expansion • Telcom Data Center & ETSI Certified • Virtualization Server • 

Electronic Design Automation 

 

 

Hyper-E Family - The Hyper-E servers are designed for maximum rackmount flexibility with rear and front I/O for tomorrow's 

data center requirements. These systems can handle up to 350 watts for the CPUs and the maximum number of DIMMs to 

accelerate a wide range of workloads. The Hyper-E family is designed for 5G and Telco environments, where NEBS Level 3 

compliance is a must-have. With this requirement, the "N" and "T" SKUs (for 5th and 4thGen Intel Xeon Scalable processors) are 

ideal for the Hyper-E systems. 

X13 Hyper-E brings the performance and flexibility of Supermicro's flagship Hyper series to the Edge with short-depth form 

factors designed for Edge data center and telco deployments. Telco-optimized configurations are NEBS Level 3 certified and 

feature optional DC power supplies on selected models. In addition, all I/O and expansion slots are front-accessible for easy 

servicing in space-constrained environments. At the same time, maintenance-friendly design innovations eliminate the need 

for tools when servicing, simplifying rollout and installation. 

The Hyper-E is also designed as a "short-depth" server, which means it can fit in tighter environments and features front or rear 

IO accessibility. The Hyper-E is also available with AC and DC power options. The Hyper-E systems sport many PCIe slots (up to 

eight) for extreme flexibility, are toolless for fast and easy servicing, and come with various storage devices (NVMe/SAS/SATA). 

The Hyper systems can also support up to 2 AIOM/OCP 3.0 NICs. Hyper-E systems will benefit from the increased core count at 

Image 13 - Supermicro X13 FatTwin® w/4 
Nodes 

Image 14 - Supermicro X13 FatTwin® w/8 

Nodes 
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similar pricing with the 4th Gen Intel Xeon Scalable processors. In addition, the faster PCIe 5.0 communications bus will give 

more rapid access to storage devices, resulting in better performance. 

 Common workloads for the Supermicro X13 Hyper-E family include: 

5G Core and Edge • Telecom Micro Data Center • Enterprise Server • Cloud Computing • Big Data Analytics • Hyperconverged 

Storage • AI Inference and Machine Learning • Network Function Virtualization 

Hyper-E systems will benefit from the increased core count at similar pricing with the 5th and 4th Gen Intel Xeon Scalable 

processors. In addition, the faster PCIe 5.0 communications bus will give more rapid access to storage devices, resulting in better 

performance. 

Hyper Family – The X13 Hyper series brings next-generation performance to Supermicro's flagship range of rackmount servers, 

built to take on the most demanding workloads and the storage & I/O flexibility that provides a custom fit for a wide range of 

application needs. Supermicro Hyper systems are available in 1U or 2U versions, with up to 32 DIMM slots. With the cooling 

capacity to accommodate the highest performing CPUs, the Supermicro Hyper product family is optimized for maximum 

compute performance. 

Optimized for: 

5G Core and Edge • Telco Micro Data Center • Enterprise Server • Cloud Computing • Big Data Analytics • Hyperconverged 

Storage • AI Inference and Machine Learning • Network Function Virtualization 

Image 15 - Supermicro X13 2U Hyper-E Server 
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Supermicro Edge Servers – Optimized for telco edge workloads, Supermicro X13 Edge systems offer high-density processing 

power in compact form factors. Flexible power with both AC and DC configurations available and enhanced operating 

temperatures up to 55° C (131° F) with selected components make these systems ideal for Multi-Access Edge Computing, Open 

RAN, and outdoor edge deployments. Supermicro SuperEdge brings high-density compute and flexibility to the intelligent edge, 

with three hot-swappable single processor nodes and front I/O in a short-depth 2U form factor. 

Typical workloads for the Supermicro X13 edge servers include: 

Multi-Access Edge Computing • Flex-RAN/Open RAN • Edge AI • 5G 

 

 

 

 

 

 

 

 
Image 17 - Supermicro X13 Edge Server 

Image 16 – Supermicro X13 Hyper System 
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Supermicro SuperEdge – Supermicro's X13 SuperEdge is designed to handle increasing compute and I/O density requirements 

of modern edge applications. With three customizable single-processor nodes, SuperEdge delivers high-class performance in a 

2U, short-depth form factor. Each node is hot-swappable and offers front access I/O, making the system ideal for remote IoT, 

edge, or telco deployments. With flexible Ethernet or Fiber connectivity options to the BMC, SuperEdge makes it easy for 

customers to choose remote management connections per their deployment environments. 

Common workloads for the Supermicro X13 SuperEdge include: 

5G Open RAN/Flex-RAN • C-RAN (vRAN) • Telecom/Networking Appliance • Multi-Access Edge Computing • Edge Data Center • 

Enterprise Edge Computing 

 

 

 

 

 

 

 

 

CloudDC Family – The CloudDC family is explicitly designed for cloud data centers where space is premium. The CloudDC 

product line is toolless, meaning servicing these servers is quick and easy. The I/O options vary, and the systems can 

accommodate up to two double-width GPUs. The CloudDC family comes with dual AIOM OCP 3.0 support, which gives the 

product family tremendous expandability and flexibility. The CloudDC family also supports up to 6 PCIe 5.0 slots. The PCIe slots 

are equally split between the CPUs, which results in additional flexibility. 12 NVMe storage devices are supported for maximum 

I/O performance and capacity. The toolless mechanical design makes serviceability easy and provides hot-swappable storage 

capability. 

Common workloads for the Supermicro X13 CloudDC family include: 

Cloud Computing • Web Servers • Hyper-converged Storage • Virtualization • File Servers • Head-node Computing • 5G Telco • AI 

Inferencing 

The 5th and 4th Gen Intel Xeon Scalable processor features that would benefit these applications include the increased core 

count and PCIe 5.0. 

Image 18 - Supermicro X13 SuperEdge Server 
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WIO Family – The Supermicro WIO systems offer a wide range of I/O options to deliver truly optimized systems for specific 

requirements. Users can optimize the storage and networking alternatives to accelerate performance, increase efficiency, and 

find the perfect fit for their applications. In addition to enabling customizable configurations and optimization for multiple 

application requirements, Supermicro WIO servers also provide attractive cost advantages and investment protection. 

Supermicro X13 WIO systems accommodate double-width GPUs for accelerated AI/ML workloads through newly top loading 

expansion slots. 

Typical workloads for the Supermicro X13 WIO family include: 

Enterprise Applications • Networking Appliance • Firewall/Security Appliances • General Purpose Computing • Cloud 

Computing • Media Entertainment 

 

Image 20 - Supermicro X13 WIO 1U Server 

Petascale Storage – The X13 All-Flash NVMe systems offer industry-leading storage density and performance with EDSFF drives, 

allowing unprecedented capacity and performance in a single 1U chassis. The first in a coming lineup of X13 storage systems, 

this latest E1.S server supports 9.5mm and 15mm EDSFF media, now shipping from all the industry-leading flash vendors. In 

addition, E3.S storage systems are now available. 

Image 19 – Supermicro X13 CloudDC 1U Server 
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Typical workloads for the Supermicro X13 Petascale storage family include the following: 

Data Intensive HPC/AI • Private & Hybrid Cloud • Software-Defined Storage • NVMe Over Fabrics Solution • In-Memory Computing 

• Composable Infrastructure Platform 

 

 

 

 

Multi-Processor Family – The X13 MP servers bring maximum configurability and scalability in a 2U or a 6U design, 

incorporating four or eight 4th Gen Intel® Xeon® Scalable processors to provide maximum memory density for mission-critical, 

in-memory compute and database workloads. X13 MP servers will be available in mid-2023. 

Typical workloads for the Supermicro X13 Multi-Process family include: 

In-Memory Computing • Virtualization • HPC • ERP Database • Scientific Research • Hyper-Scaling 

 

 

Image 23 - Supermicro X13 MP Server with 8 CPUs 

Image 21 – Supermicro X13 Petascale Server 

Image 22 - Supermicro X13 MP Server with 4 CPUs 
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Additional New System Level Technologies for Increased Performance Using the 
4th Gen Intel Xeon Scalable processor 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

High Bandwidth Memory (HBM) - There are several applications and workloads that require high bandwidth access to memory. 

For these workloads, Intel has created the Intel® Max CPU Series for a limited number of CPU models. With HBM, specific 

processors can contain up to 64GB of HBM, which increases performance by up to 3.7X compared to a similar 3rd Gen Intel Xeon 

Scalable processor system. 

Supermicro servers that are designed for the Intel® CPU Max Series include the following product lines:  

 

Table 1 - Supermicro Servers with Intel MAX CPUs 

Figure 1 – New System Level Technologies 
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PCIe 5.0 – With PCIe 5.0, the speed at which PCIe peripherals communicate with the CPU is double what was available with the 

previous generation of CPUs. This new technology will increase performance for a wide range of applications. 

CXL 1.1 – The Compute Express Link™ (CXL™) is an industry-supported Cache-Coherent Interconnect for Processors, Memory 

Expansion, and Accelerators. CXL technology maintains memory coherency between the CPU memory space and memory on 

attached devices, which allows resource sharing for higher performance, reduced software stack complexity, and lower overall 

system cost. 

DDR5 Memory – Increased performance and capacities of DDR5 compared with DDR4 memory will increase the performance of 

applications while reducing power consumption. 

Supermicro Intelligent Management (SuperCloud Composer) 

SuperCloud Composer is a composable cloud management platform that provides a unified dashboard to administer software-

defined data centers. Supermicro's cloud infrastructure management software brings speed, agility, and simplicity to IT 

administration by integrating data center tasks into a single intelligent management solution. 

Our robust composer engine can orchestrate cloud workloads through a streamlined industry-standard Redfish API. 

SuperCloud Composer monitors and manages the broad portfolio of multi-generation Supermicro servers and third-party 

systems through its data center lifecycle management feature set from a single unified console. 

Applications Benefits Summary - With the new 5th and 4th Gen Intel Xeon 
processors, applications will benefit from several innovations. 
 

• More cores – Performance will increase by default for applications that scale with the number of available cores. 

• More extensive memory access – With more memory that can be accessed on the main memory bus, applications will 

perform better without waiting for data to be retrieved from storage devices. 

• Faster memory access – With higher memory bandwidth, applications will execute faster, requiring less time to wait for 

critical data. 

• Faster communication – With PCIe 5.0, applications can communicate with PCIe devices at twice the speed as before, 

resulting in increased overall application performance. 

• Interconnect between sockets – For applications that require socket-to-socket communication, the faster UPI channels 

will reduce execution time. 

CPU CORE COUNT AND PERFORMANCE 

The 4th Gen Intel Xeon Scalable processor is built with the Intel 7 process. By reducing the transistor size, more transistors can 

be placed on a chip, leading to higher overall performance. The 2nd  Gen Intel Xeon processors had a maximum of 28 cores per 

socket, while the 5th Gen Intel processors contain a maximum of 64 cores. A performance increase will be automatic for 

applications that scale well and can take advantage of the increased core count if the application does not have an I/O 

bottleneck. At a minimum, the performance should increase linearly to the 28 core count of the previous generations of Intel 

CPUs (2nd Gen Intel Xeon Scalable processors). In addition, the 5th and 4th Generation Intel Xeon Scalable processors use 

new, more efficient  core architectures, including a new microarchitecture containing new instructions, larger caches, and 

other enhancements available to all applications. Although some applications may need to be recompiled to take advantage 
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of the new instructions, many CPU-dependent applications may see a 32% increase in performance due to the total GHz 

available in the CPU. 

 

Table 2 - Supermicro X13 Servers - Max Cores and GHz 

FASTER INTERCONNECTS BETWEEN SOCKETS (ULTRA PATH INTERCONNECT) 

The 5th and 4th Gen Intel Xeon Scalable processors have faster communication between sockets with up to four Intel Ultra 

Path Interconnects (Intel UPI) running at 20 GT/s. This feature is essential when applications use more than one socket, and 

the sockets must communicate. With faster communications for applications that run across sockets, performance will benefit 

and show a decrease in time to solve or deliver results. 

 
 

Table 3 - Interconnect Links and Speeds Between Sockets 

MEMORY ACCESS PERFORMANCE 

The speed at which the CPU can access memory dramatically affects the overall execution time of a task. The 4th Gen Intel 

Xeon Scalable processors have improved memory access bandwidth of up to 4800 Megatransfers per second (MT/s). The faster 

the MT/s rate, the faster the CPUs can retrieve and act on data. The previous generation of Intel processors limit was 3200 

MT/s, and six channels could deliver 8 x 3200 = 25,600 MT/s. The 5th and  4th Gen Intel Xeon processors use eight channels for 

memory access. Thus, the maximum performance per socket = 8 * 4800 MT/s = 38,400 MT/s, a 50% improvement. 

 

 
Table 4 - Memory Performance Generation to Generation 
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MEMORY CAPACITY 

The 5th and 4th Gen Intel Xeon processor's memory capacity can be addressed directly per socket, which is 4 Terabytes (TB). 

Increased memory allows for more extensive applications to be run in less time. Data analytics, HPC, and more VMs can easily 

take advantage of this increased memory capacity to deliver results to users faster. Performance is improved by keeping more 

data in memory than on storage devices, and more extensive and complex simulations or analytics can be executed to gain 

more in-depth insight. 

 

 

Table 5 - Memory Capacity 

 

FASTER CONNECTIONS TO ACCELERATORS 

The 5th and 4th Gen Intel Xeon Scalable processor supports the PCIe 5.0 standard, which has a peak performance of twice that 

of the previous PCIe 4.0 standard. PCIe 5.0 delivers 32 GT/second per lane. The performance of a system for communicating 

with PCIe devices is computed as follows:  

 

Table 6 - PCIe Comparison - Generation to Generation 

How Does Supermicro Do It? 

Supermicro incorporates a Building Block® approach, allowing us to design individual components with the latest technology 

and then engineer these different components into various systems. Using this design process, Supermicro can create many 

variations, including additional CPUs, the number of memory slots, the number of PCIe lanes, and the number and type of 

storage devices. Application-optimized systems can quickly be developed depending on the form factor, cooling, and memory 

requirements. Innovative design allows for efficient cooling and the sharing of other mechanical components. Supermicro's 

servers can accommodate high-end CPUs in various form factors. 
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Performance / Power over time. Why this is important to data centers. 

Over time, with Intel's advancement of CPU technology, more computing power is available at a given price and a given amount 

of energy. As a result, Intel has increased the amount of work performed per unit of electricity by a factor of 10 over the past 14 

years. This means more work can be performed at a constant power draw, enabling organizations to offer more services and 

applications to their employees or the public. 

Supermicro servers are designed to use a variety of the 5th Gen Intel Xeon processors, which are designed for various workloads. 

 
Table 7 - Optimized SKUs for Different Workloads 

Figure  2 - Performance Per Watt Over Time Image Courtesy of Intel) 
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Summary 

The new X13 product line from Supermicro enables all organizations to take full advantage of Intel's latest CPUs. Ranging from 

a single processor to the latest in blade technology and from 8 cores per socket to 64 cores per socket, Supermicro has a server 

designed for every workload. With the increase in the amount of memory that can be addressed and the performance of the 

memory sub-system, applications can access more data faster. The growth in core count numbers and clock rates results in a 

faster time-to-solution and more performance per watt. The Supermicro X13 product lineup is designed for workloads that 

range from the Edge to the Data Center. 

Resources 
 

www.supermicro.com/x13  

 

Appendix A – Supermicro X13 Summary 
 

 
 

 

http://www.supermicro.com/x13
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5th Gen Intel Xeon Processors – for more information, visit: https://www.supermicro.com/en/support/resources/cpu-5th-gen-

intel-xeon-scalable  

 

 

https://www.supermicro.com/en/support/resources/cpu-5th-gen-intel-xeon-scalable
https://www.supermicro.com/en/support/resources/cpu-5th-gen-intel-xeon-scalable
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